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Introduction

In Chapter Six, we provided a thorough conceptual overview of measure-
ment and assessment in virtual worlds. If you are unfamiliar with these con-
cepts, or just need a quick refresher, please do read that chapter before diving 
in here. There will be some conceptual overlap in this chapter, but only with 
the intention to continually bridge between theory and practice—and not 
enough to forego the necessity of reading the previous chapter. This chapter 
covers the design pragmatics for evaluation, assessment, and measurement 
with and within virtual worlds for learning, concluding with a brief section 
about the adoption and adaptation of existing measurement instruments for 
use in virtual worlds.

Designing Virtual Worlds for Evaluation

As we’ve already established, to ensure that learning is occurring in the vir-
tual world in the way you wish, you must evaluate learner outcomes in some 
way. Remember the evaluation, assessment, and measurement connection we 
talked about earlier? In this case, as you design or acquire virtual worlds with 
the specific intent of evaluating one or more learning outcomes, there are sev-
eral questions you must pose as you begin the design process. What is being 
evaluated, and why? In order to conduct these evaluations, what must be 
assessed, and how? In order to make appropriate assessment decisions, what 
must be measured, and how? In this section, we shall address each of these 
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concerns in order, and the two sections following will further explore assess-
ment and measurement, respectively.

Evaluation

What is being evaluated with or in your virtual world, and why? Based on 
the title of this book, one can assume that learning is one (or more) of the 
outcomes being evaluated, and perhaps one or more of the aspects of the 
virtual world is being evaluated as well. Before making decisions about 
the assessment techniques and measurement instrumentation necessary for 
accomplishing the evaluation process, you should ask yourself at least two 
questions about each different aspect that you intend to evaluate: what (or 
which) and why? Let’s consider these questions for both learning and virtual 
worlds.

Which aspect(s) of learning is (are) being evaluated and why? Or, to 
approach this from another perspective, how have you conceptualized 
“learning?” In the context of your intended evaluation, what are learners 
going to do or show through their actions in the virtual world, or demon-
strate via questions or actions associated with the virtual world to demon-
strate that they have learned constructs X, Y, and Z? Or, what must change 
about the learner to show that learning has occurred? For each of the exam-
ples, demonstrations, or changes in learners that you intend to evaluate, you 
should carefully consider why you want to evaluate them. What is it about 
the examples, demonstrations, and changes you choose that makes them rel-
evant to learning? If you can’t find an answer to the “why” question, then 
it’s likely that the aspect in question should not be evaluated in the context 
of your current intentions for evaluating learning.

In addition to evaluating learning, you might decide to evaluate the virtual 
world itself. In Chapter Seven, we also described one possible framework for 
evaluating existing virtual worlds as platforms for learning. If you decide to 
evaluate a virtual world following this or some other framework, you will 
want to carefully consider which aspect(s) of virtual worlds is (are) being 
evaluated and why? For example, are you evaluating the immersive nature 
of virtual worlds, the technological functionality of virtual worlds, the use 
of virtual worlds as an alternative to traditional pen-and-paper testing, or 
perhaps the use of virtual worlds as constructivist open worlds for explora-
tory problem solving? Are virtual worlds relevant to the aspect(s) of learning 
that you intend to evaluate? Has this relevance been established, or is part of 
your intent to evaluate the relevance of virtual worlds for this specific type 
of learning (i.e., this particular subject domain or demographic of learners)? 
Whether or not relevance has been established, how is each aspect of virtual 
worlds (such as those described above) specifically related to each of the 
aspects of learning that you intend to evaluate?
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150   Theoretical Perspectives

One good approach to creating an evaluation plan that covers both learn-
ing and your virtual world is to create a list of aspects and outcomes that 
you intend to evaluate, with two columns: one for learning, and one for the 
virtual world (see Figure 9.1). After you list the aspects and/or outcomes in 
each column, draw lines between them to cross-reference items from each 
column, based on relevance and relationships you’ve established by answer-
ing questions posed above. This mapping process will likely help you to get 
a better picture of what it is that you’re actually going to need to evaluate 
based on your original intentions. The connections that emerge across col-
umns will help you to set up an appropriate framework for assessment and 
measurement that should greatly improve your approach to evaluation in a 
way that ensures you’re actually evaluating both learning and virtual worlds 
in a way that fully accomplishes your goals.

As you can see in Figure 9.1, there can be quite a bit of overlap across the 
two sides of your list. Once you’re sure you’ve nailed down what it is you’re 
really evaluating, you’ve got to facilitate the evaluation process with assess-
ment decisions.

FIGURE 9.1 Cross-referenced outcomes for learning in a virtual world
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Assessment (Decisions)

A more thorough exploration of assessment will occur in the next section 
of the chapter: Designing Assessments for Implementation With or Within 
Virtual Worlds. However, for the sake of putting assessment decisions1 into 
the context of the initial process of designing virtual worlds for evaluation, 
several quick questions can be addressed, including what, when, where, how, 
and who is involved in the assessment decision-making process to ensure that 
the evaluation process is conducted as intended—based on your design.

First, which assessment decisions need to be made to ensure the evaluation 
is conducted as intended? Think again of the connection between evalua-
tion, assessment, and measurement: evaluation outcomes (or goals) lead to 
construct definitions for assessment (which, in turn, lead to measurement 
instrumentation). As you consider your evaluation design, you must consider 
which decisions need to be made about defined constructs to ensure evalua-
tion outcomes are appropriately addressed.

Second, when do assessment decisions occur to ensure the evaluation is 
conducted as intended? The answer(s) to this question depend on the nature 
of the constructs being assessed to evaluate the chosen outcomes. Should the 
assessment decisions occur before, during, or after a learner’s engagement 
with a virtual world? Most likely, the timing of decisions will involve a com-
bination of the three. Also, how often should the assessment decisions occur 
(before, during, and/or after a learner’s engagement)?

To help answer these “when” questions, let’s consider an example of 
an evaluation design that contains outcomes associated with two different 
spaces of learning: learning in the world vs. learning because of the world. 
To evaluate outcomes of learning that should be occurring in the virtual 
world (i.e., as the learner actually engages with the virtual world), assessment 
decisions about constructs associated with these outcomes should probably 
happen during the learner’s engagement with the world—and most likely 
(depending on the specific nature of the constructs) before and after as well. 
Further, how often should assessment decisions occur during the learner’s 
engagement with the world for these “in-world” learning outcomes to be 
appropriately evaluated? At least once, of course, but it might be necessary 
to make multiple in-world assessment decisions, depending on the constructs 
being assessed to fulfill the goals of evaluation.

To evaluate outcomes that should occur as a product of the learner’s 
engagement with the virtual world, assessment decisions about constructs 
associated with these outcomes should probably happen before and after 
the learner’s engagement with the world. Typically, “pre-world” assessment 
decisions would be made to categorize learners in preparation for engage-
ment with dynamic versions of the virtual world that are modified to support 
these learners with varied levels of the traits associated with the constructs 
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you’re assessing (based on your evaluation plan). Obviously, at least one 
round of assessment decisions “post-world” is necessary to evaluate each 
learner’s status (and change in traits, etc.) based on his or her experiences 
interacting within the virtual-world environment. However, for the evalua-
tion of certain constructs—such as those associated with deep learning and 
transfer (among others)—it would be a good idea to consider additional 
“post-world” assessments at various intervals following engagement (e.g., 
weeks and months later) if feasible.

Third, where do assessment decisions occur to ensure the evaluation is con-
ducted as intended? This might seem like a strange question to ask, but where 
assessment decisions need to occur can play an integral role in the process 
of drafting your evaluation plan. Decisions require tools and evidence, and 
the location of those decisions can substantially affect the logistics of tool 
use and evidence delivery (in service of assessment decisions). Let’s briefly 
explore these locational logistics for assessment decisions that might be made 
before, during, and after a learner’s engagement with a virtual world.

Where should assessment decisions occur before a learner’s engagement 
with a virtual world? Logistically, what works best for the tools and spaces 
you have at your disposal for your approach to evaluation? Who is making 
the assessment decisions, and where are the decisions happening? Is it a dif-
ferent location from that of the learner? How do these logistical issues apply 
differently or similarly to assessment decisions that might be made during or 
after a learner’s engagement with a virtual world?

Fourth, how must assessment decisions actually happen to ensure the 
evaluation is conducted as intended? Or, to put it another way, what is the 
mechanism for the decision-making process? How does the decision maker 
form and communicate his or her decisions? How is this process different if 
the decision maker is a computer software application? Once the pragmatics 
of the decision-making process are settled, as an evaluation planner you must 
also decide which decisions must be made by the assessor to properly conduct 
the intended evaluation. Or to take a different perspective, which assessment 
decisions are relevant to the intended evaluation, and which are not?

Finally, who needs to be involved in assessment decisions to ensure the 
evaluation is conducted as intended? Who is making the final authoritative 
decision(s) about the evidence collected for an individual learner under eval-
uation? Are multiple parties involved in the decision-making process? If so, 
is there a hierarchy amongst the decision makers? Are humans and comput-
ers both involved in the decision-making process, or is it one or the other? 
Are those being evaluated also contributing in the decision-making process 
through one or more self-assessment procedures?

As you can see, there is the potential for quite a bit of overlap when consid-
ering the where, when, and how of assessment decisions in service of evalua-
tion with (or of) virtual worlds. Also, the combination of who is making the 
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assessment decisions and about what they are making assessment decisions 
substantially influences the where, when, and how of assessment decisions 
as you formulate your design for the development or acquisition of virtual 
worlds for evaluation of learning. Not only do the who and what of assess-
ment decisions heavily influence the other logistical aspects of assessment, 
they also directly affect the choices you as an evaluation designer must make 
about measurement instrumentation.

Measurement

As with the previous subsection on assessment, to put measurement instru-
mentation into the context of the initial process of designing virtual worlds 
for evaluation, the same what, when, where, how, and who questions can 
be addressed concerning the relationship between measurement and evalua-
tion to ensure that the evaluation is conducted as intended—based on your 
design. Many of the questions can be explored using the example of a simple 
ruler used to measure length (Figure 9.2).

First, what must be measured to ensure evaluation is conducted as intended? 
Based on your evaluation design, what are the constructs you’ve defined for 
the requisite assessment decisions? Based on your definitions, what actually 

FIGURE 9.2 A folding ruler
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needs to be measured? Remember, learning cannot be directly measured. 
Consider learning to be a complicated type of growth. If you measure a 
person’s growth in terms of change in height or girth, you would most likely 
measure the length or width of the person to begin assessing the person’s 
growth in these dimensions.

Second, when must measurements occur to ensure evaluation is conducted 
as intended—before, during, and/or after the learner’s engagement with the 
virtual world? Remember, assessment decisions require reliable evidence, 
which comes from measurement instruments (such as the ruler). Since the 
evidence must be delivered to the assessor before he or she (or it) makes the 
decision(s), when must these instruments be implemented in order to facili-
tate appropriately timed assessment decisions? For example, if a carpenter 
needs to cut boards a specific length, should she measure the boards before 
or after cutting?

Third, where must measurements occur to ensure evaluation is conducted as 
intended? Measurements can be conducted within or outside the boundaries of 
the virtual world. As you formulate your evaluation design, you must take into 
account the locational logistics of measurement so as to best facilitate the col-
lection of evidence in a manner that is reliable for the types of assessment deci-
sions that must be made. Considering the ruler example: to measure the length 
of an object, you must hold the ruler flush with the object. If you hold the ruler 
at some distance from the object, the length data (evidence) you collect isn’t as 
reliable. When measuring to collect evidence about changes in a learner within 
and because of a virtual world, you must consider strategic placement of the 
necessary measurement instrumentation to best collect the necessary evidence: 
in the virtual world, outside the virtual world, or most likely some combina-
tion of the two. Of course, make sure you justify your strategy through align-
ment with assessment decisions in service of evaluation goals.

Fourth, how should measurements happen to ensure evaluation is con-
ducted as intended? Or, in other words, how does the instrumentation func-
tion, and how does this functionality affect the assessment process in service 
of your evaluation design? Considering the ruler example: how should you 
hold the ruler to make sure you can still read the numbers when you measure 
an object? Do you also need to hold the object in a certain position to ensure 
that accurate, precise measurement can occur (for the collection of reliable 
evidence)? You must consider the specific mechanics of chosen measurement 
instrumentation and how these mechanics will affect the learning and assess-
ment processes taking place.

Finally, who does the measuring to ensure evaluation is conducted as 
intended? Someone (or a computer) must conduct the measurement opera-
tions necessary for evidence collection. In other words, who holds the ruler? 
Is the assessor also the measurer, or are two separate entities involved? Is this 
always the case, or does the protocol (and its inherent roles) change depending 
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on the context of assessment in service of your chosen evaluation design? 
If more than one entity is involved, how does the communication process 
work between the assessor(s) and the measurer(s)? Are the measurer(s) and 
assessor(s) human or machine?

As noted in the previous section, there is quite a bit of overlap when 
addressing these questions about measurement in service of evaluation plan-
ning. Similarly, the influence amongst factors of measurement is substantial. 
Additionally, the influence between measurement and assessment must not 
be ignored. While we’ve briefly addressed assessment and measurement in 
service of evaluation, there are additional considerations to be made when 
crafting your evaluation design.

Additional Evaluation Considerations

While the possibilities for additional considerations to be made with your 
evaluation plan are limitless, here we can focus on a single issue as an example 
of what else should be considered as you formulate your evaluation design. 
In addition to the evaluation of learning, you might decide to evaluate the 
relationship between the learner and the virtual world. In this case, the rela-
tionship in question can be seen as the “user experience”—or UX—that the 
learner has while engaging with the world.

Of course, the UX can be a significant factor in a learner’s engagement 
with in-world content. It is important to know if the virtual world provides 
an inherently poor UX for users (learners), as a poor experience typically 
leads to less user engagement, which can inhibit any learning that is intended 
to occur while a learner should be engaging with in-world content. How-
ever, simultaneous UX testing and evaluation of learning within and because 
of virtual worlds—with both procedures conducted at a level of acceptable 
quality—is extremely difficult to achieve. Specifically, asking a user (learner) 
to evaluate UX aspects of the virtual world while they are in it breaks the 
immersive state that is desired for authentic assessment of learning as they 
engage with the in-world content. So, as you make decisions in the process of 
developing or acquiring a virtual world to meet the needs of your evaluation 
plan, do not plan on evaluating the UX of the world at the same time that 
you will be conducting the procedures necessary to carry out your evalua-
tion of learning outcomes. This is not to say that UX evaluation should be 
overlooked—especially if you are developing a new virtual world to meet the 
needs of your evaluation plan.

There are potentially many other issues you will take into consideration as 
you craft your evaluation plan. As with any other design process, it can be 
helpful to show your design plan to other people—both designers and those 
with other types of expertise—to receive feedback from multiple perspec-
tives. It’s best to leave no stone unturned, as you never know what you might 
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find under that last stone—perhaps some factor that will make or break your 
overall evaluation process.

Designing Assessments for Implementation With or 
Within Virtual Worlds

Remember: assessments are decisions about interpretations of evidence. 
When it comes to designing virtual worlds for the purposes of assessment, 
there are basically two ways in which these worlds can be used for assess-
ment: decisions can occur separate from the virtual world experience, or in 
conjunction with (or in other words, within) the learner’s virtual world expe-
rience. Additionally, these assessments can be conducted, and decisions can 
be made about them, by either human beings or machines (Table 9.1).

In any case, there are several key elements of the assessment decision proc-
ess—whether they occur with or within virtual worlds, made by humans or 
machines—that we will describe in detail here: evidence and interpretation, 
the meaning of interpretations and their resulting decisions, and putting the 
decisions to use. Each of these key elements will be illustrated using the same 
example: a virtual-world-based driving simulation.

Evidence and Interpretation

Of course, as a decision-making process, assessment involves some form of 
interpretation of data collected as evidence about an individual learner. In 
our driving simulation example, a learner, James, must pass several tests 
built into the simulation to receive a certificate that allows him to engage in 
a real driving examination. One such test involves James’ ability to parallel 

Table 9.1 Variations in Decisions and Decision Makers

 Separate from world Within world

Human A teacher chooses and assigns a A human-controlled mentor
 different virtual activity for each student character decides which tasks
 in her classroom based on current test to assign an apprentice
 scores of each student. character in a current quest 
  based on the immediate prior 
  performance of the apprentice.
Machine At a science center kiosk, a learner A computer program unlocks
 enters extant data (such as increasingly diffi cult levels
 demographics and grade level) into a of a 3D puzzle simulation as a
 digital form, and the computer program learner progresses in his or her
 uses these data to unlock certain ability to solve these puzzles.
 aspects of the ensuing virtual 
 environment at appropriate levels 
 of diffi culty. 
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park three different sized vehicles—a compact car, a station wagon, and an 
oversized SUV—in a regulation-sized street parking space (Figure 9.3). For 
each vehicle, he must park between two other vehicles on a city street without 
breaking any traffic laws, without hitting either of the two other vehicles or 
the curb, using a minimal number of forward and backward movements—all 
within a specified amount of time.

How is the interpretation of evidence of James’ simulated parking per-
formance going to happen, and how must the evidence be prepared in order 
for the interpretations to take place? Who will make the decisions for inter-
pretation of James’ parking performance? Will it be humans, machines, or 
some combination of the two? Machines could easily make decisions about 
whether or not James collided his vehicle with the other parked vehicles, 
made too many moves, or took too much time. Each of these are discrete 
quantitative values that involve binary “yes/no” decisions. Computers thrive 
on binary decision-making. Humans might make decisions about the overall 
quality of James’ combined performance across all three vehicles. Did he 
do better with the smaller vehicle or the bigger vehicle, and why? Humans 
can handle higher-order interpretive decisions better than computers (for 
now, anyway). Perhaps that is a good way to delineate between the poten-
tial responsibilities of humans and machines as you design assessments for 
your virtual world: the who, the what, the when, and the where questions 
are based on more discrete variables that can be interpreted by machines, 
whereas the how and the why questions are more complex, and humans are 
still a better fit for these interpretations.

FIGURE 9.3 Parallel parking in Washington, DC (with a little help from a friend!)
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When will the interpretive decisions be made? How soon after measure-
ments are implemented and data are collected must decisions occur? Does the 
relative temporal proximity of measurement to decision-making require that 
these decisions occur within the timeframe that the learner engages with the 
virtual world? In the case of James’ parallel parking performances, are there 
any time-sensitive assessment decisions that must be made between each of his 
three attempts with different vehicles? Consider also the learner’s time before 
and after engaging with the virtual world—such as pre-tests and post-tests. 
Assuming that James must past a preliminary examination before gaining 
access to the driving simulation, then interpretive decisions about evidence 
collected from his pre-test must be made quite soon after he completes the 
exam, especially if the general expectation is that learners complete a pre-test, 
the driving simulation, and a post-test all in one continuous session. Many 
designers solve this temporal issue by making preliminary decisions about 
acceptable percentages of correct answers which represent a level of quality 
acceptable for a learner’s continuation to the next phase. However, this may 
or may not be the case, depending on your specific situation, so be prepared 
to spend some time during your design process accounting for this issue.

Finally, what will it take to turn data into decisions? In other words, how 
much work is necessary to prepare the evidence collected about James’ par-
allel parking performances so that the evidence is in a form appropriate for 
use by the interpretive decision maker(s)? If machines are making decisions, 
the raw quantitative values representing physical attributes of James’ per-
formance might suffice, so long as the virtual world is programmed in a way 
that understands these numbers in such a format. If humans are making 
decisions, a bit more semantic information (or metadata) might be useful in 
the decision-making process. So, in the process of designing the transition 
from measured data to meaningful evidence, you should consider the follow-
ing for your assessments: What is the evidence necessary for the assessment 
decisions, and how must that evidence be prepared and delivered? To whom 
must this evidence be delivered, and when?

Decisions and Meaning

Interpretations of evidence—and the resulting assessment decisions—per-
taining to a learner’s performance have substantial meaning. The outcomes 
of certain decisions carry much more weight than others, of course, but every 
single assessment decision made about a learner—whether that decision is 
made by a human being or a machine—has some level of impact on the 
learner’s current experience, and, likely, his or her future. As you design your 
assessments for learning in virtual worlds, keep in mind what impact these 
assessment decisions have upon the learner. Assessments must not inhibit the 
learning process.
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How important is the evaluation for which the learner is being assessed? 
What does it mean if a learner passes the assessment? Will he or she be certified 
to operate machinery that is potentially dangerous for themselves or others? If 
James doesn’t pass the driving simulation, will he still be able to legally drive a 
vehicle? If he doesn’t pass the parallel parking test, will he still be able to pass 
the rest of the simulation assessments, and if so, does failing the parallel park-
ing test prevent him from receiving a driver’s license? Depending on your own 
enthusiasm for motorist safety, these questions may seem more or less impor-
tant. Consider, however, a virtual world that features emergency response sce-
narios for paramedic trainees, or a virtual world that teaches harbor navigation 
to oil tanker captains. In each case, different stakes—or levels of accountabil-
ity—for the assessment decisions are involved, both human and ecological. 
You certainly wouldn’t want a paramedic who failed the emergency response 
training to be first on the scene after James (who subsequently failed the driving 
simulation) manages to knock you off your bicycle as he swerves haphazardly 
into a parking spot, careening through the clearly marked bike lane.

Finally, does the fact that a machine (instead of a human) is making a 
particular interpretive assessment decision change the meaning of that deci-
sion? If so, how much of a difference does it make? Well, that’s for you 
to decide, but the ramifications of the extent of this difference in mean-
ing should be heavily considered as you design your assessments for your 
intended evaluations.

Beyond Decisions

Regardless of the meaning of the interpretive decision(s) made about col-
lected evidence—and regardless of who (or what) makes the decision(s)—the 
last issue to be considered when designing assessments for implementation 
with or within virtual worlds is to decide if a given assessment decision leads 
to a change in the virtual world itself and, if so, when should that change 
occur. In other words, once an assessment decision has been made, should 
changes to the virtual world be implemented to present an appropriately 
timed response to the learner, and if so how quickly? Of course, it is possible 
that no changes to the virtual world will be necessary—especially in the case 
of assessments occurring after the learner has concluded his or her engage-
ment with the virtual world scenario.

In any case, the heart of the issue in question is something called the learn-
ing-assessment-guidance loop, or the LAG loop (Figure 9.4). Ideally, assess-
ments should be designed so that interpretive decisions can serve as an effi-
cient and effective bridge that facilitates the connection between learning 
processes and appropriate support systems (guidance). In Figure 9.4, the 
spiral represents the path of a single learner through a single virtual world in 
one contiguous session.
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Depending upon the intended evaluation procedure, the way the LAG 
loop is implemented for assessment with or within virtual worlds can vary 
quite drastically from one scenario to the next. For example, it might be the 
case that no post-assessment guidance is intended to be implemented for 
the learner as he or she engages with a particular virtual-world scenario. 
Table 9.2 presents different scenarios for implementing the LAG loop with 
and within virtual worlds. Each of the scenarios shown in the table dis-
plays one of potentially many iterative cycles of learner engagement and 
assessment.

As you may see in Table 9.2, when designing virtual worlds for learning, 
there are two main questions to ask about the LAG loop: (1) where is the 
loop, and (2) how tight is the loop? For example, in Scenario 1.1, the learner 
is assessed before and after engagement in the virtual world, but not dur-
ing his or her engagement—and no guidance is delivered within the virtual 
world. In this case, the LAG loop doesn’t exist, so the answer to both ques-
tions is “not applicable.” Scenario 1.2 includes a second engagement for the 

Table 9.2 A Selection of LAG Scenarios

LAG loop scenarios

1. Assessment with virtual worlds 2. Assessment within virtual worlds

Scenario 1.1: A � {L} � A Scenario 2.1: A � {LAG} � A?
Scenario 1.2: A � {L} � A � {G?} Scenario 2.2: A � {LA} � A? � {G}

A = Assessment; G = Guidance; L = Learning
{} = Duration of a learner’s singular contiguous engagement within a virtual world

FIGURE 9.4 A hypothetical 
LAG loop for a single learner
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learner with the virtual world, in which some form of guidance is provided 
post-assessment. In this case, the LAG loop fits loosely (how tight?) across 
multiple visits (where?) to the world(s). Scenario 2.1 contains a tighter LAG 
loop that occurs within a singular engagement of the virtual world by the 
learner. Scenario 2.2 contains a looser LAG loop that occurs over one or 
more sessions of learner engagement (depending on whether or not the inter-
mediate “out of world” assessments are conducted).

Can you think of ways that each of the four scenarios displayed in Table 
9.2 might apply to James’ virtual driving scenario? Further, can you think 
of realistic educational scenarios that match each of the scenarios displayed? 
Obviously there are many combinations of engagement and assessment miss-
ing from Table 9.2. Can you think of any specific examples that aren’t repre-
sented? This brief exercise should reify the concept that—as we’ve mentioned 
in other chapters—different contexts require different approaches to the 
engagement assessment cycle. For example, in Scenario 1.2, it is entirely pos-
sible that the post-assessment guidance takes the form of a paper workbook 
(or digital document) assembled dynamically for the individual learner—or 
perhaps the guidance comes in the form of in-world discussions led by the 
teacher. Even in the 21st century, the most advanced technologies are not 
always the best solution for every problem. Keep this in mind as you design 
your assessments. And, of course, remember to keep in mind that you must 
have good measurement tools to make good assessment decisions.

Designing Measures for Use in Virtual Worlds

There is a plethora of literature available for appropriate design of traditional 
measurement instruments (i.e., paper-based tests), so the focus of this section 
of the chapter is strictly upon designing measures for collecting evidence 
during the time that a learner engages with the virtual-world scenario—in-
world measurement. Three major issues are addressed: which data should be 
collected as evidence, how much data is too much data, and, finally, efficient 
and effective collection of evidence through in-world measurement.

In order to make the assessment decisions necessary for adhering to the 
intended evaluation plan, which data (if any) must be collected as the learner 
engages with the virtual world? First, revisit the constructs defined in your 
assessment plan. Is the nature of one or more of these constructs such that 
evidence about changes in these constructs must be gathered synchronous to 
the learner’s engagement with the learning scenario presented in the virtual 
world? If so, then in-world measurement instrumentation should be consid-
ered, and an in-world data collection plan should be folded into the design 
process before commencing development of the virtual-world application. 
To structure this data collection plan, consider again the constructs identified 
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as necessitating in-world measurement. Specifically, which evidence is needed 
about a learner to assess in-world changes in his or her traits directly associ-
ated with these identified constructs?

Of course, how to collect the necessary data as evidence should also be con-
sidered. Unfortunately, the vast range of computer programming approaches 
to collect specific types of in-world performance evidence is beyond the scope 
of this book. Even so, the issue of whether or not the evidence you’d like to 
collect actually can be collected should be addressed as early as possible 
in the design process. For example, consider again the driving simulation 
world: you’re counting on the ability to collect evidence about a learner’s 
high-speed pursuit driving ability using a measurement instrument built 
into the fabric of the virtual-world experience—one that relies heavily on 
the recording of real-time simulated physics of the vehicle. The end of the 
development cycle arrives and you find out that it’s technically impossible 
to build the tools necessary for such in-world evidence collection—or per-
haps the time and money allocated for the project development have been 
exhausted—and you’ve failed to include a backup plan for assessing these 
constructs. Depending on the stakes of the assessment of these particular 
constructs, this lack of ability to collect evidence about controlled high-speed 
pursuit driving could be a disaster!

Beyond whether or not data can be collected in-world during a learner’s 
engagement with it, the more important question is whether or not it should 
be collected. Just because a given kind of evidence can be collected doesn’t 
mean it should be. As you create your data collection plan, ethics of data 
collection should always trump technological advancement; always consider 
the morality of when, where, and how the data (and which data) will be 
collected.

Next, how much data must be collected as the learner engages with the vir-
tual world? Of course, at the least, your data collection plan should include 
the minimum amount of data necessary to make good interpretive decisions 
about the identified constructs. Beyond this minimum, a good rule of thumb 
is to collect as much data as you can. However, how much is too much? In 
this age of information overload, remember that, most likely, human beings 
will be processing much of the data. Consider the intended tightness of the 
LAG loop: how much time does the assessor have to deal with the eviden-
tiary data? Use this time limitation as a primary guideline for deciding how 
much data to collect during the learner’s engagement with the world. Of 
course, software solutions abound for parsing data into condensed forms 
that could be much more useful as evidence to the human assessors making 
the interpretive decisions—the details of which are again beyond the scope 
of this book. A second guideline to follow when deciding about in-world 
data collection is the maintenance of student engagement for the duration 
of the in-world scenario. Does any aspect of data collection (e.g., frequency, 
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amount) have the potential to create a noticeable disturbance (i.e., a lag in 
world rendering) that will cause a reduction in learner engagement with the 
virtual world? If so, then your data collection plan should be scaled down to 
prevent such potential disturbances.

Despite the warnings about collecting too much data, another perspec-
tive to consider is the efficiency of data collection and the fact that, in many 
cases, there most likely will be only one chance to collect valuable evidence 
of a learner’s in-world performance. In fact, once a particular event has 
occurred in a virtual world, the same event can never happen again in 
exactly the same context. This is similar in concept to the adage that one 
can never step into the same river twice. As such, as you create your data 
collection plan consider another adage: “Make hay while the sun shines.” 
In other words, collect as much evidence as possible while learners are 
engaging with the virtual-world scenario—as much as possible within the 
two aforementioned guidelines, of course. If it turns out that there is room 
in your data collection plan for the collection of this extra evidence, be sure 
to include in your plan a structure for organizing data into that which will 
be used immediately for interpretive assessment decisions and that which 
will be saved for later use.

As you craft your data collection plan during the design process, reality will 
set in, and it may be the case that there isn’t enough time to create new meas-
urement instrumentation to collect the evidence called for by your learning 
evaluation plan. If this is the case, the ideal (although painful) scenario would 
be to postpone full-blown public deployment of the virtual-world applica-
tion until new measures can be properly designed and developed. Depending 
on the stakes of the evaluation plan, it might be acceptable to implement 
existing measurement instrumentation—such as lower stakes evaluation. For 
high-stakes evaluation such as end-of-grade testing in US public schools, it 
would be best to design and develop new measurement instrumentation that 
is thoroughly validated with the intended population of learners.

Implementing Existing Measures for Assessment in 
Virtual Worlds

Depending on the assessments you need to conduct based on the constructs 
identified and defined during the development of your evaluation plan, there 
is most likely an existing measurement instrument out there that will seem to 
fit your needs. Using available research literature, you can identify existing 
instruments that reliably measure traits associated with constructs X, Y, and 
Z, adopt them and adapt them for your specific purposes. Unfortunately, 
you’ve likely got a bunch of square measurement pegs that fit nicely into 
slightly larger round holes. Most often, adopted existing measures won’t 
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actually be a reliable, valid option for use with the population of learners to 
be assessed in your virtual world, for a variety of reasons.

First, unless it’s your lucky day—and you find peer-reviewed literature to 
support your claim—the reliability of your chosen instrument(s) likely has 
not been verified for your targeted population of learners. As a hypotheti-
cal example, just because an instrument has been shown to be statistically 
reliable for measuring change in 5th graders in California doesn’t mean it’s 
reliable for 5th graders everywhere. Many variables must be controlled to 
ensure appropriate reliability, of course, and so fairly early in the assessment 
planning process you must make decisions about how closely these reliability 
statistics match your needs—and whether the ascertained level of closeness 
in the match is good enough (or not).

Similarly, it’s likely that the traits measured by the chosen instrument(s) 
are not directly aligned with the traits you’ve identified for each of the con-
structs you need to assess. So, in addition to a likely mismatch in reliability, 
you’ve got a likely mismatch in several types of validity. Again, early on in 
the design process, figure out how close you need the match to be (for each 
type of validity) and make decisions about whether these matches are good 
enough.

Speaking of different types of validity, one major issue that is almost guar-
anteed to exist when choosing measures for assessing constructs associated 
with learning in virtual worlds is the fact that most existing measures have 
likely never been used in conjunction with a virtual-world platform before—
especially measures integrated into the fabric of the learner’s virtual experi-
ence. For example, if you need to integrate a science quiz into the interactive 
experience of water sampling at a virtual creek, most likely the wording is 
going to need to be changed on each of the test items to allow for seamless 
delivery of the test items in a way that does not break the immersive experi-
ence for the learner. A change as seemingly simple as test item wording can 
actually have quite a drastic effect on reliability, so imagine the potential 
effect of all the other changes you’ll make to test items as you integrate instru-
ments into the virtual-world scenario. When it comes to the virtual, we’re 
still establishing the frontier of reliability and validity in measurement and 
assessment. Always keep this issue in mind as you conduct your designs.

If you want to ensure a high standard of reliability and validity in your 
approach to measurement and assessment for evaluating learning in your vir-
tual world(s), what follows is a useful procedure. Depending on the learner 
traits you’ve identified from constructs you’ve defined, one or more new 
instruments can be developed (or heavily modified from existing instruments) 
according to the specific traits (demographics, prior knowledge, etc.) of the 
population to be measured for assessment. Each of these new instruments 
should be piloted, verified, and validated with an acceptably sized sample 
of the population you intend to measure—and these pilot studies should 
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take place within the virtual-world environment in which the actual learning 
experiences will occur.

Again, reality sets in. Your funding for designing, developing, and imple-
menting your virtual world runs short—if you had any funding at all. You’re 
the only person on the project, wearing 12 different hats. So, realistically, do 
the best you can! At a minimum, take the time to test the instrument(s) you 
wish to use within a virtual-world setting before you use data collected with 
the instrument as evidence. However, if you don’t have strong reliability 
statistics and validity justification for these instruments, than you cannot 
(and should not) make any substantial claims about learning (or any trait 
changes) in your chosen population.

Conclusion

Once again, we’ve covered a lot in this chapter, including the pragmatics of 
evaluation, assessment, and measurement with and within virtual worlds. 
This might seem strange, but hopefully you’ve got more questions now than 
you had before reading this chapter. Much like good research, proper design 
practice—especially when it comes to evaluation, assessment, and measure-
ment—often involves asking lots of good questions that lead to better ques-
tions. The most important thing to take away from this chapter is that, while 
there will be common threads between each approach to assessment and 
measurement for the evaluation of learning in virtual worlds, every specific 
scenario will have enough unique variables that you as designer—whether 
you’re wearing one hat or 12—must continuously ask better questions.

Note

1 You might be wondering why we’ve used the term assessment decision, not assessment. 
Yes, it may be confusing, but let’s clarify: often, the term assessment is mistakenly used 
to refer to what is really a measurement instrument—a test. Yes, the process of assess-
ment does require some form of measurement, but the crux of what makes assessment 
different from measurement is the fact that a decision of some type is necessary for 
assessment to occur.

TEST YOUR UNDERSTANDING

1. What is the difference between measurement and assessment in 
virtual worlds?

2. Describe specifi c differences between assessment with and within 
virtual worlds.
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LEARNING ACTIVITIES

1. Create an evaluation (of learning) plan for an existing virtual 
world, or for one you plan to create.

2. Perhaps you already have a few instruments in mind for implemen-
tation with the virtual world that you are designing or acquiring. 
Think about the viability of these instruments for transformation 
into the context of a virtual world.

3. Think about one or more of the constructs you’ve identifi ed and 
defi ned as part of your evaluation plan. If you haven’t got an eval-
uation plan yet, then just think of one or more constructs for the 
sake of the challenge. Write up a critical refl ection of the design 
pragmatics for measurement of traits associated with these con-
structs—specifi cally oriented to a learner’s performance within a 
virtual world built for the learning domain you’ve chosen.

Other Resources

The Journal of Technology, Learning, and Assessment (JTLA) http://
ejournals.bc.edu/ojs/index.php/jtla/—from the website: “The Journal 
of Technology, Learning and Assessment (JTLA) is a peer-reviewed, 
scholarly on-line journal addressing the intersection of computer-
based technology, learning, and assessment.”

This open access journal is a veritable treasure trove of intellectual 
discussion of the pragmatic application of advanced technologies 
for situated assessment practice. All articles are freely available for 
download as PDFs.
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